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Abstract

The polynomial convex hull (denoted X∧) of a compact subset X of
Cn is the set of all points p that cannot be “separated” from X by a
choice of polynomial f : Cn → C such that |f(p)| > supx∈X |f(x)|. When
X = X∧, we call X polynomially convex.

Despite being a natural generalization of ordinary convexity, little is
understood about when a set is polynomially convex in dimensions n ≥ 2.
In this research project, we build off a key paper by Kallin [1], where
she proved that three disjoint spheres are always polynomially convex but
provided an example of three disjoint polydisks that are not polynomially
convex in C3.

We first provide a simple proof of the known fact that any three disjoint
aligned polydisks in C2 are polynomially convex. We also share our failed
attempts at investigating the four-polydisk question in C2. Additionally,
we provide a simple counterexample to show that three ellipsoids are not
polynomially convex in C3. Finally, we define a class of new shapes, called
generalized super-ellipsoids (GSEs), which serve intermediate shapes be-
tween spheres and polydisks, and determine at what point three GSEs fail
to become polynomially convex.
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1 Introduction

Given X a compact subset of Cn, we say that X is polynomially convex if, for
any point y ̸∈ X, there exists a polynomial f : Cn → C such that

|f(y)| > max
x∈X

|f(x)|.

Equivalently, X is polynomially convex if it is equal to its own polynomial convex
hull X∧, defined by

X∧ = {w ∈ Cn : |f(w)| ≤ max
x∈X

|f(x)| for all polynomials f}.

In general, despite being a natural generalization of the conventional notion
of convexity, little is understood about polynomial convexity. Because of this,
while conventional convexity is often applied to fields outside of pure mathe-
matics (such as optimization), the same is not true of polynomial convexity.

Having said that, polynomial convexity does provide important insights into
other areas of complex geometry. For example, the existence of a particular
convex set will exclude the existence of certain types of complex curves by the
maximum modulus principle. Consider the embedding of a circle into C2 defined
by

{(z1, z2) = (z, z) : z ∈ S1 ⊂ C} ⊂ C2

which is polynomially convex, as explained in Section 2.1. This tells us that
there is no compact complex curve with boundary such that this embedded
circle is its boundary. Additionally, polynomial convexity is invariant under
global biholomorphism, providing a method to prove that two sets are not bi-
holomorphic. As a basic example, an annulus in C is not polynomially convex,
whereas the unit disk in C is polynomially convex. Therefore, the annulus is
not biholomorphic to the unit disk.

Our goal is to explore the polynomial convexity of several families of simple
sets. Some of the sets we touch on include:

• Some number of disjoint closed balls in Cn.

• Some number of disjoint, axis-aligned polydisks in Cn.

• Some number of disjoint, axis-aligned ellipsoids in Cn

• As a generalization from balls and polydisks, some number of equal-degree
disjoint, axis-aligned generalized super-ellipsoids.

Note that closed balls and closed polydisks correspond to the degree-2 and
degree-∞ generalized super-ellipsoids.

The outline is as follows: Section 2 covers basic results about polynomial
convexity and the two main methods for proving and disproving polynomial
convexity, which are the separation lemma and the maximum modulus principle,
respectively. Section 3 elaborates on the rather sparse proofs of Kallin’s [1] main
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results. Section 4 gives a simpler proof of a previous result that three disjoint
polydisks are polynomially convex in C2. Section 5 attempts to fully classify the
polynomial convexity of (axis-aligned) polydisks by exploring four polydisks in
C2, and explains why this problem was more difficult than anticipated. Section
6 then turns to the problem of three ellipsoids in Cn and replicates Kallin’s
counterexample to show that they are not polynomially convex in C3. Section
7 starts with providing a bound on the exponent of generalized super-ellipsoids,
demonstrating when it becomes too close to a polydisk (and too far away from
a sphere) to remain polynomially convex. Then it ends with two unsuccessful
attempts to improve the bound on the exponent as a potential path for future
work.

2 Intuition and existing results

2.1 Intuition for polynomial convexity

In one sense, polynomial convexity is a very natural generalization of the conven-
tional notion of convexity. However, it fails in the long run to behave anything
like conventional convexity, and while its behavior in C is fully understood, this
is little help in dimensions two and higher.

Recall the following common definition of convexity:

Definition 1. A set X ∈ Rn is convex if and only if, for every point y ̸∈ X,
there exists a hyperplane Y ⊂ Rn that separates X and y (in the sense that any
path from y to a point in X must cross Y ).

Notice that this is similar in spirit to the definition of polynomial convexity.
Here we use a hyperplane, while in polynomial convexity, we use the level set of
the modulus of a (complex) polynomial. In fact, we make the parallel slightly
more explicit.

Theorem 1. Given X a polynomially convex subset of Cn, if X is not convex,
then some point y ̸∈ X requires a nonlinear polynomial to separate it from X.

Proof. Define the linear convex hull XL of a compact set X ⊂ Cn by

XL = {w ∈ Cn : |ℓ(w)| ≤ max
x∈X

|ℓ(x)| for all ℓ ∈ L(Cn,C)}

where L(Cn,C) is the set of linear functions from Cn to C. This is precisely the
set of points y that cannot be separated from X by a linear complex polynomial.
Then notice that XL is the intersection of all sets of the form {w ∈ Cn : |ℓ(x)| ≤
M} which also contain X, and that these sets are all convex. Thus XL is convex
via being an intersection of convex sets, so in particular, if X is not convex, then
X ̸= XL, and any y ∈ XL \ X requires a nonlinear polynomial to separate it
from X.

Unfortunately, this generalization does not behave nicely in any way. The
only “nice” property of convexity that carries over to polynomial convexity is
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that the intersection of polynomially convex sets must also be polynomially
convex.

A polynomially convex set need not be connected (consider the two point
set {c1, c2} ⊂ C1 and the separating polynomial (z − c2)(z − c2) = 0). There is
a sense in which the polynomial convex hull “fills in holes” due to the maximum
modulus principle on 1-complex dimensional manifolds with boundary. For
example the polynomial hull of the unit circle in C1 is the unit disk. However,
this doesn’t always work: The set

{(z1, z2) = (z, z) : z ∈ S1 ⊂ C} ⊂ C2

is an embedding of the circle in C2, yet is polynomially convex (any point outside
the set can be separated using one of the three polynomials z1, z2, or z1z2 − 1).

All that being said, polynomial convexity does have a nice transformation
property. Just as convexity is preserved by linear maps, polynomial convexity
is preserved by global biholomorphisms.

Theorem 2. Suppose X1 and X2 are mapped to each other by a global biholo-
morphism. Then X1 is polynomially convex if and only if X2 is.

2.2 Summary of existing results and methods

Polynomial convexity in C is completely understood.

Theorem 3. For a compact set K ⊂ C, K is polynomially convex if and only
if C \K is connected.

Since K is compact (bounded), this condition is equivalent saying that K is
polynomially convex if any of the following equivalent conditions hold:

• C \K has no bounded connected component.

• A curve can be drawn from any point outside of K that escapes to infinity
without crossing K.

• K is a disjoint union of simply connected sets.

The backwards direction is a consequence of Runge’s theorem, while the
forwards direction is an application of the maximum modulus principle.

Theorem 4 (Maximum modulus principle in C). Let K be a closed and bounded
subset of C. Any holomorphic function on K must achieve its maximum modulus
on ∂K (the boundary of K).

Consider the annulus of inner radius 1 and outer radius 2, or more simply
the circle of radius 1 in C, as shown in the diagrams below.

5



Notice that these sets are not polynomially convex by the theorem above, since
their complements contain the open unit disk as a connected component.

Taking K to be the unit disk, we see that no point in the interior of the disk
can be separated from its boundary points by a polynomial (since polynomials
are holomorphic), meaning that the polynomial convex hull of the unit circle
(and any set containing it) must contain the whole unit disk.

Determining polynomial convexity for a compact set in Cn, for n ≥ 2, is
much harder than for n = 1. We have two tools for approaching this problem,
one for proving and one for disproving polynomial convexity. The first is the
maximum modulus principle on 1-dimensional complex manifolds.

Theorem 5. Let C ⊂ Cn be a compact complex curve with boundary. Then
any holomorphic function on C must achieve its maximum modulus on ∂C.

Note that a “complex curve” in Cn is a 1-dimensional complex manifold,
which looks like a smooth 2-dimensional real manifold with boundary in R2n.

Corollary 6. Suppose C ⊂ Cn is a compact complex curve with boundary and
K is a compact subset of Cn. If ∂C ⊆ K, then C ⊆ K∧. In particular, if K
contains ∂C but not all of C, then K is not polynomially convex.

Kallin [1] uses this to prove (Theorem 10 below) that there is an arrangement
of three disjoint polydisks in C3 that is not polynomially convex.

Definition 2. A (axis-aligned) polydisk in Cn is any set that is the direct
product of n disks in C. Equivalently, this is a set of the form

{z ∈ Cn : |zi − ci| ≤ ri for all 1 ≤ i ≤ n}

for some collection of n center coordinates ci ∈ C and n radii r1, . . . , rn ∈ R>0.

Notice that a polydisk in Cn is the complex analog of a box in Rn: where
|x− c| ≤ r defines an interval in R1 (and boxes are direct products of intervals),
it defines a disk in C.

Our tool for proving that a compact set K ⊂ Cn is polynomially convex is
known as the Separation Lemma. The result was originally proved by Kallin
[1], and a much more robust version is sometimes called Kallin’s lemma. The
proof relies again on Runge’s theorem.
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Theorem 7 (Separation Lemma). Let X1 and X2 be two (disjoint) compact
sets in Cn. Let f : Cn → C be a polynomial. Then if (f [X1])

∧ ∩ (f [X2])
∧ = ∅,

then (X1 ∪X2)
∧ = X∧

1 ∪X∧
2 .

In words, if we are given two compact sets in Cn, we can “project” via a
polynomial f from Cn to C (linear polynomials give actual projections). If the
polynomial hulls of the resulting “projections” (easy to determine in C) don’t
intersect, then the polynomial hull of X1∪X2 is easy to compute. In particular,
if X1 and X2 were both individually polynomially convex, then X1 ∪X2 is too.

As one might expect, we often say that a polynomial f that meets the
hypotheses of the separation lemma separates X1 and X2.

The separation lemma gives a quick proof the following nice result about
polynomial complexity.

Theorem 8. A compact set K is guaranteed to be polynomially convex if K is
convex or K is the union of two disjoint convex sets.

Proof sketch. The first case is well-established. For the second case, a linear
projection maps the two disjoint convex sets to disjoint convex subsets of C,
which are their own polynomial hulls.

Kallin [1] applies the separation lemma and the above theorem to prove
(Theorem 9 below) that any three disjoint spheres in Cn are polynomially con-
vex.

3 Elaborations on Kallin’s paper

We now elaborate on the two main results in Kallin’s paper [1]. The original
is only four pages long, but tends to be light on detail and has no images. We
won’t reproduce the whole proofs here, however.

3.1 Polynomial convexity of three spheres

Theorem 9. The union of three disjoint closed balls in Cn is polynomially
convex.

Kallin’s proof has three steps:

1. Use translations, rotations, and scaling (which are global biholomorphisms
that also preserve spheres) to arrange the closed balls in a specific config-
uration.

2. Show that the polynomial z21+z
2
2 separates one sphere from the other two.

3. Because one sphere and two disjoint spheres are both polynomially convex
sets, the union (three spheres) is polynomially convex.
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Step 2 is mostly technical verification, while step 3 is just combining prior
known results. Step 1 is the one that requires a picture.

First, since three (noncollinear) points determine a two-dimensional affine
subspace of Cn, we may imagine we are working in C2 (the spheres are secretly
in Cn, but this turns out not to matter). In this picture, we rescale so the largest
radius is 1, and center the sphere of radius 1 (call this S1) at the origin (using
translation and scaling). This sphere will now be fixed under further rotations.

Now notice that the centers are of the form (x1 + iy1, x2 + iy2). There
are thus two types of rotations: those that rotate within a single coordinate
and those that rotate between coordinates. Rotate between coordinates so that
S2’s center has second coordinate 0 (Kallin goes further and requires it have
positive real first coordinate, but this isn’t necessary). Then rotate within each
coordinate separately so that S3’s center has positive real coordinates. The
result is a picture that looks like this:

The centers of the three spheres all have Im(z2) = 0, so we can in fact draw
a three-dimensional picture, with the axes being the real and imaginary parts
of the z1-coordinate and the real part of the z2-coordinate. The sphere at the
origin has radius 1, with the other two spheres having smaller radii. One sphere
center lies in the plane z2 = 0, while the other lies in the plane where both z1
and z2 are real.

Kallin then shows that the specific polynomial z21 + z22 separates S1 from
S2∪S3, thus proving the needed result. For the record, the countour |z21+z22 | = 1
looks like this (the first row of images shows the whole contour, while the second
row shows only the positive quadrant of the contour):
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As these images demonstrate, the sphere at the origin is on the “inside” of
the contour, while the other two are outside of it. Note that this alone isn’t
quite sufficient, though. The image of the two spheres under the polynomial
z21 + z22 has to not surround the image of the unit one, i.e. has to not surround
the unit disk in C. This Kallin has to verify in a more technical manner.

Unfortunately, Kallin’s method does not immediately work for four spheres.
Not only does this force us to work in a 3-dimensional subspace, there is no way
to control the location of the fourth center. The four spheres question has been
open for a long time.
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3.2 A non-polynomially-convex arrangement of three poly-
disks in C3

Theorem 10. There exists an arrangement of three disjoint polydisks in C3

that is not polynomially convex.

How does one create such a counterexample? Kallin’s strategy is as follows:

1. Choose a complex manifold. Kallin chooses the smooth variety R defined
by the polynomials z1z2 = 1 and z3(1− z1) = 1.

2. Chop off the “arms” of the manifold by intersecting with a bounded com-
pact set. This leaves a compact manifold with boundary. Kallin chooses
the polydisk centered at the origin, with radius M in each direction, M a
parameter that we can tune later.

3. Fit disjoint polydisks over the boundaries. As it turns out, there are
precisely three boundaries, and since they project to circles in all three
coordinates, it is easy to fit polydisks over each of them.

4. One last check is required: That the compact manifold contains a point
not contained in the three polydisks. By the maximum modulus principle,
this point is in the polynomial hull of the three polydisks. Kallin does not
do this check explicitly.

For Step 1, the variety R that Kallin chooses is quite convenient. In fact, it
can be written as as a graph in all three variables:

z1 7→
(
z1,

1

z1
,

1

1− z1

)
, z2 7→

(
1

z2
, z2,

z2
z2 − 1

)
, z3 7→

(
1− 1

z3
,

z3
z3 − 1

, z3

)
.

This makes determining the intersection in Step 2 easier.
In Step 2, Kallin chooses (implicitly) to use the polydisk

D = {z ∈ C3 : |zi| ≤M, 1 ≤ i ≤ 3}.

The intersection of this polydisk D with the manifold R will be a complex
manifold with boundary, and the boundary will be the intersection of R with
∂D, where

∂D = {z ∈ D : |z1| =M or |z2| =M or |z3| =M}.

In other words, ∂D itself is the intersection of D and three “hypercylinders”
(the direct product of a complex hyperplane and a circle).

Now let us step back a moment and consider our end goal: We want to fit
polydisks over these boundary intersections. A polydisk in Cn behaves much
like a box in Rn: where a box in Rn is a direct product of intervals, a polydisk
in Cn is a direct product of disks. In particular, a point p in Cn is contained in
a polydisk D1 × · · · × Dn if and only if pi ∈ Di for all coordinates 1 ≤ i ≤ n.
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Thus, a (axis-aligned) polydisk will contain a set if and only if the coordinate
projections of the polydisk contain the coordinate projections of the set.

A convenient side-effect is that two axis-aligned polydisks intersect if and
only if they intersect in every coordinate projection.

It turns out that, due to how R can be expressed neatly as a graph in all
three coordinates (written out above), determining the coordinate projections
of the three intersections is quite easy. For example, in the z1-plane projection,
R ∩ {|z1| = M} projects to the circle |z1| = M (obviously), R ∩ {|z2| = M}
projects to the circle

∣∣∣ 1
z1

∣∣∣ = M , and R ∩ {|z3| = M} projects to the circle∣∣∣ 1
1−z1

∣∣∣ =M . (That these turn out to be circles is a non-obvious but well-known

fact about fractional linear transformations.)
The resulting projections in the three coordinate planes look like this (for

M = 2.2):

In each projection, the blue curve corresponds to the intersection of R with
|z1| = M , the red curve corresponds to with |z2| = M , and the green curve
corresponds to the intersection with |z3| =M .

A brief note of the dependence on M : As M increases, the large circles
get larger, while the small circles shrink. M > 2 turns out to be the required
condition for the circles not to touch.

Step 3, fitting polydisks, is now trivial: The polydisk containing R∩ {|z1| =
M} can be defined by the direct product of the disks corresponding to the blue
circles in each projection. Also, every pair of polydisks is separated by one of
the three projections (e.g. the “blue” and “red” polydisks are separated by the
z3-projection), so the polydisks themselves are disjoint.

Finally, there is one way in which this whole setup could fail. The maxi-
mum modulus principle on R ∩D tells us that the polynomial hull of the three
polydisks must contain R ∩ D, so we need to verify that the three polydisks
themselves don’t already contain R ∩ D. Knowing that R is connected is not
sufficient, since the intersection of the two connected sets R and D need not be
connected. Such a point is (−1,−1, 1/2), since z1 = −1 never lies in the red or
green circles, and z2 = −1 does not lie in the blue circle. Another such point
should be (1/2, 2, 2).

Kallin adds one last bit here: We can in fact fit equal-size polydisks over the
projection curves by choosing radius-M disks in each projection that contain

11



the appropriate circles. Again, ensuring that the resulting polydisks are disjoint
is just ensuring that the disks are disjoint in at least one projection. These are
the polydisks Kallin explicily describes at the end of the counterexample. The
point (1/2, 2, 2) works again as a non-contained point.

4 Three Polydisks in C2

From Kallin, we know that three disjoint polydisks are not polynomially convex
in C3 and higher. Naturally, we wondered if they are polynomially convex in
C2. As it turns out, three polydisks are indeed polynomially convex in C2, a
result first proven in [3]. We provide a simpler, less technical proof of the same
result.

Theorem 11. Three disjoint polydisks in C2 are polynomially convex.

Proof. One polydisk is convex, so we know from Theorem 8 that the disjoint
union of two polydisks is always polynomially convex. Therefore, using Kallin’s
separation lemma, it suffices to separate two of the polydisks from the other
polydisk. We note that a polydisk in C2 is the direct product of two disks in
C, meaning that two disjoint polydisks can intersect in at most one coordinate
projection. Therefore, there are at most

(
3
2

)
= 3 total intersections between

the three polydisks across both coordinate projections. There must exist one
coordinate projection where there is at most one intersection between polydisks,
meaning the projection of one of the polydisks is disjoint from the projections
of the other two polydisks. An example of this is given in the diagram below:

The projection with only one intersection (the z2 projection in the diagram
above) suffices as the separating polynomial.

5 Four Polydisks in C2

Let us take stock so far of the “(axis-aligned) polydisk problem.” In other words,
the question “Is a set of k disjoint axis-aligned polydisks in Cn always polyno-
mially convex?”
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k C1 C2 C3 C4 · · ·
1 ✓✓ → → → →
2 ↓ ✓ → → → →
3 ↓ ✓ X → →
4 ↓ ? ↓ ↘
5 ↓ ? ↓ ↘

k C1 C2 C3 C4 · · ·
1 ✓ ✓ ✓ ✓ ✓
2 ✓ ✓ ✓ ✓ ✓
3 ✓ ✓ X X X
4 ✓ ? X X X
5 ✓ ? X X X

These tables show two different representations of the known answers to the
polydisk problem. The first table uses arrows to indicate families of problems
answered by the same approach. The second table just gives the results.

Let us summarize what is known:

• One polydisk, any dimension: Polydisks are convex sets, and convex sets
are always polynomially convex.

• Two disjoint polydisks, any dimension: Always polynomially convex by
Theorem 8 above.

• One dimension, any number of disjoint polydisks: Always by Theorem 3.

• Three disjoint polydisks, dimension 2: We have provided a very simple
proof via the separation lemma (Theorem 11).

• Three or more disjoint polydisks, dimensions 3 and higher: Kallin gave
an explicit example of three disjoint polydisks in dimension 3 that is not
polynomially convex (Theorem 10). The method of proof makes it clear
that adding more polydisks certainly won’t fix the problem, and it’s quick
to see that a counterexample in dimension 3 produces a counterexample
in any higher dimension.

All that is left, then, is the question of four or more disjoint polydisks in
dimension 2. This proves to be a very hard problem.

The separation lemma and the maximum modulus principle each give us dif-
ferent perspectives on what it would take for a disjoint union of four polydisks in
C2 to not be polynomially convex. The separation lemma allows us to quickly
narrow down the configurations of polydisks we can consider, while attempt-
ing to use Kallin’s method of constructing a counterexample and considering
possible points of failure tells us a little more information.

5.1 Insight from the separation lemma

In order for a set of four disjoint (axis-aligned) polydisks to not be polynomially
convex, it has to be impossible to apply the separation lemma. The reason
three disjoint polydisks in C2 is polynomially convex is because if the separation
lemma fails for the polynomial z1, then the disjointness of the polydisks forces
the separation lemma to succeed for the polynomial z2. Adding a fourth polydisk
gives us a greater pool of possible intersections to draw from, so the proof doesn’t
generalize.
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In particular, here is what we can deduce about four non-polynomially-
convex polydisks in C2:

• Any two polydisks cannot intersect in both the z1 and z2 projections, or
else they aren’t disjoint.

• Any polydisk must intersect with at least one other polydisk in both the z1
and z2 projections, or else one of those projections separates that polydisk,
allowing us to apply the separation lemma to deduce that this particular
instance of 1 polydisk union 3 polydisks (both polynomially convex sets)
is polynomially convex.

• Any pair of polydisks must intersect with at least one other polydisk in
both the z1 and z2 projections, or else that projection separates that pair
from the other pair.

It turns out that there is exactly one configuration of disjoint polydisks that
meets these conditions, an example being this:

If the polydisks are numbered 1 through 4 (corresponding to blue, green, orange,
and red in the picture above), then up to permutation, one projection has exactly
the intersections {1, 2}, {2, 3}, {3, 4} and the other projection has exactly the
intersections {2, 4}, {4, 1}, {1, 3}. Note that all that matters here is which disks
intersect which other disks, so whether the “outer” disks are contained in the
“inner” disks is not relevant. Thus the following is also an example:
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This is the main result the separation lemma gives us, but it also gives somewhat
unclear information about the relative sizes of the polydisks needed. Consider,
for example, the first set of four polydisks above. It turns out that either of
the two polynomials 0.43z1 + 0.57e2πi(0.27)z2 or 0.7z1 + 0.3z2 separates these
polydisks, as the image looks like this:

However, if we increase the radii of the circles slightly, we can see (by visual
inspection of a simulation) that there are no linear polynomials which separate
the set of four polydisks. (The simulation code is included in Appendix A.)

Attempting to consider nonlinear separating polynomials becomes difficult,
since taking a power greater than 1 of a disk-shaped region returns difficult-to-
describe shapes. It seems, however, that there is an effective limit on the powers
that can be used: Just considering a single projection (amounting to a single
variable z1 or z2), a power of a disk-shaped set that is too high is likely to result
in an annulus- or disk-shaped set centered at the origin, and since separation
requires that the image of one set not surround the other, this won’t work. This
means it may be feasible to ask:

Question 1. Does there exist a set of four disjoint polydisks in C2 such that
the separation lemma can never succeed (provably or by visual inspection)?
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If the answer turns out to be “no”, then of course that would solve the four-
polydisk problem and we could move on to five polydisks. If such a collection
were found, or if it could be deduced what facts qualitatively defined such sets,
it would possibly make it much easier to construct a non-polynomially convex
set of this type. If attempts to prove such a set non-polynomially convex then
still failed, it could mean that the separation lemma isn’t powerful enough to
handle this case.

5.2 Obstacles to direct construction

Recall the method used by Kallin in her three polydisks example:

1. Choose a complex curve.

2. Chop off the “arms” of the manifold by intersecting with a bounded com-
pact set. This leaves a compact manifold with boundary.

3. Fit disjoint polydisks over the boundaries.

4. Check that the manifold contains a point not contained in the three poly-
disks.

Each of these steps presents its own difficulties.

1. Choosing a complex curve presents conceptual difficulties. In addition to
working in 4-real-dimensional space, the manifold needs to be a complex
manifold, a restriction which is even harder to intuitively understand. For
this reason, we stick to smooth complex varieties a la Kallin. Exploring
more general manifolds might be fruitful.

In this instance, a smooth variety that is a complex curve is cut out by
exactly one polynomial in z1 and z2. Since we need to cut off four “arms”
(and for reasons that become apparent when we compute visualizations), it
also turns out that we probably need the polynomial to be fourth degree in
z1 and z2 separately (as opposed to Kallin’s example, which could get away
with polynomials of degree 1 in each variable), which means visualizing
the projections of the boundary cuts requires numerical computation.

2. Choosing a boundary cut introduces visualization problems. For any 4-
real-dimensional solid object we choose (e.g. a large polydisk centered at
the origin, a sphere, a 4-real-dimensional box), its boundary will consist
of some number of 3-real-dimensional sets, and the intersections of these
boundary sets with the variety must all be computed and projected.

Since it is one of the simplest possible choices, and directly analogous to
Kallin’s example, the only option we explored was a polydisk centered at
the origin with equal radii M a parameter that we could adjust.

There is an additional problem that Kallin’s example lacks: It is possible
for the manifold boundary curves to cross from one part of the solid’s
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boundary to another, and there needs to be a way to track this. In fact,
using the aforementioned polydisk, boundary crossing will be required be-
cause never crossing the boundary amounts to projecting to the maximal
circle in one of the projections, and since we only have two projections
this will result in the necessary polydisks intersecting.

3. Fitting polydisks can fail because, even though the boundary set is guar-
anteed to not be polynomially convex, it is still possible that polydisks
containing the boundary cannot be made disjoint (i.e. they intersect in
both the z1- and z2-projections).

4. Lastly, even if everything else succeeds, the whole setup may fail if the
intersection of the chosen solid and the chosen manifold turns out to be
disconnected in such a way that the necessary polydisks fully contain it.

There is a very interesting connection between this construction method
and the separation lemma. It is quite possible that the polydisks produced
in Step 3, while being disjoint, are also guaranteed to be polynomially convex
by the separation lemma. Indeed, a primary challenge in trying to apply this
construction is to find varieties for which this is not the case. But this says
something interesting: Any attempt to follow this construction method that
produces disjoint separable polydisks must fail at Step 4 above. In other words,
the intersection of the variety with the solid is disconnected, and moreover the
polydisks fully contain it. This seems to say something about how fast varieties
in C2 can “spread out”.

Another thing worth commenting on is the global structure of complex va-
rieties. The variety

{(z1, z2, z3) ∈ C3 : z1z2 − 1 = 0 and z3(1− z1)− 1 = 0}

that Kallin used for her three-polydisks counterexample in C3 globally looks like
three disjoint complex planes in C3, or three disjoint Riemann spheres if consid-
ered in projective space CP3. Specifically, it is asymptotic to the disconnected
variety

{z2 = z3 = 0} ∪ {z1 = 0, z3 = 1} ∪ {z1 = z2 = 1}
but it is a non-small perturbation of the latter to ensure that the variety is
connected near the origin.

The same phenomenon happens for varieties in C2. For a variety defined by
a single polynomial f , homogenizing f shows that the variety is asymptotic to
some number of complex planes in C2 or Riemann spheres in CP2.

There are two distinct differences in C2, however.

• Unlike in 3 dimensions, any two 1-dimensional affine linear subspaces in a
2-dimensional space must intersect in exactly one point (or else be parallel,
in which case they are said to intersect at the same “point at infinity” in
projective space). This will not be an issue provided any non-smooth
intersection points can be smoothed out, though it is not clear whether
this is always possible.
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• Because we have only two coordinate projections, the relative distances
that two infinities can be from each other are smaller, which may make it
harder to fit nonintersecting polydisks over the boundaries.

Code was produced to study a single choice of intersection solid: the polydisk
of radius M in both directions, M a tunable parameter. The code, along with
instructions on how to use it and a list of polynomials that have already been
tried, is in Appendix B.

6 Three Ellipsoids in Cn

Having attempted to solve the polydisk question, we noticed that we lacked
intuition regarding how much the radius in each coordinate direction should
differ. Kallin’s counterexample managed to fit polydisks with equal radii in
each coordinate direction, but this is not always the case. In order to gain
better intuition for this question, we turned our attention to ellipsoids, since
they shared similarities with both spheres (in their roundedness) and polydisks
(in their ability to have different radii in each coordinate direction).

First, recall the definition of a (complex) ellipsoid.

Definition 3. An (axis-aligned) ellipsoid in Cn centered at (c1, c2, ..., cn) is
defined by

{z ∈ Cn :
|z1 − c1|2

r21
+

|z2 − c2|2

r22
+ ...+

|zn − cn|2

r2n
≤ 1}

for some collection of radii (in the ith coordinate direction) ri ∈ R>0.

Since three disjoint objects were highlighted in Kallin’s paper, we first ap-
proached three disjoint ellipsoids.

Theorem 12. There exists an arrangement of three disjoint ellipsoids in C3

that is not polynomially convex.

Proof. To find counterexamples for ellipsoids, we again use Kallin’s method.
We construct the same surface defined by z1z2 = 1 and z3(1− z1) = 1 and the
same loops defined by |z1| =M , |z2| =M and |z3| =M for some M > 2. Then
by computation, we find that the ellipsoids defined by:

ϵ1 :
|z1|2

3( 1
M )2

+
|z2|2

3M2
+

|z3 − 1|2

3( 1
M )2

≤ 1

ϵ2 :
|z1 − 1|2

3( 1
M )2

+
|z2 − 1|2

3( 1
M )2

+
|z3|2

3M2
≤ 1

ϵ3 :
|z1|2

3M2
+

|z2|2

3( 1
M )2

+
|z3 − 1

M |2

3( 1
M(M−1) )

2
≤ 1

are indeed disjoint and contain the three loops. By the same logic as Kallin’s
three polydisks counterexample, this is a counterexample for three ellipsoids.
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Additionally, through optimizing the centers and radii, [2] finds that the
minimum ratio between the largest axis and the smallest using this surface is
about 15.84.

7 Three GSEs in Cn

Based on Kallin’s results on three spheres being polynomially convex and three
polydisks being not polynomially convex, we asked the following question: if
we could slowly stretch a sphere into a polydisk, at what point in this process
would the intermediate shape become not polynomially convex? To answer this
question, we looked toward a new type of shape.

Definition 4. A Generalized Super-Ellipsoid (GSE) in Cn centered at (c1, c2, ..., cn)
is defined by

|z1 − c1|k + |z2 − c2|k + ...+ |zn − cn|k ≤ rk

for some k ∈ R>0 called the degree of the GSE and r ∈ R>0, the radius of the
GSE.

Note that when k = 2, the GSE is simply a sphere, and taking k → ∞ gives
a polydisk. This is illustrated in the diagram below, which show the three-real-
dimensional analog of GSEs of different degrees.

7.1 Bounding the degree from above

First, we find a preliminary bound on the degree for when three disjoint GSEs
admit a counterexample.

Theorem 13. There exists an arrangement of three disjoint GSEs in C3 that
is not polynomially convex when the degree k ≥ 18.121.

Proof. Again, we work through Kallin’s counterexample. As with the centers
of her polydisks, we center the degree k GSEs at:

S1 : (−M +
1

M
, 0,M +

M

M + 1
)
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S2 : (M + 1− 1

M
,M +

M

M + 1
, 0)

S3 : (0,−M +
1

M
,−M +

1

M + 1
)

and let them have radii r1, r2, r3 respectively. We have two key observations
which give bounds on the radii:

1. We cannot have the GSEs intersect. From this, we get S1 and S2 are
furthest in z1, so

(r1 + r2)
k ≤ |2M + 1− 2

M
|k + 2|M +

M

M + 1
|k

(This comes from the distance between the two centers.) The same applies
for S1, S3 in z3, so we get

(r1 + r3)
k ≤ |2M + 1− 1

M
− 1

M + 1
|+ 2| −M +

1

M
|k

and for S2, S3 in z2, we get

(r2+ r3)
k ≤ |2M +1− 1

M
− 1

M + 1
|k + |M +1− 1

M
|k + | −M +

1

M + 1
|k

2. We must have them contain their respective loops (defined by K1, K2 and
K3 on the surface z1z2 = 1, z3(1−z1) = 1 in Kallin’s paper). We find that
each coordinate is M away from the furthest point on each loop. Then
the loop calculations yield (with each coordinate achieving its bound):

K1 : |z1| =
1

M
, |z2| =M,

M

M + 1
≤ |z3| ≤

M + 1

M

K2 : |z1 − 1| = 1

M
,

M

M + 1
≤ |z2| ≤

M + 1

M
, |z3| =M

K3 : |z1| =M, |z2| =
1

M
,

1

M + 1
≤ |z3| ≤

1

M − 1
Then analyzing this with respect to the centers of each GSE, we find
that it must contain the circle with radius M at each coordinate plane.
Therefore, we get rki ≥ 3Mk for i = 1, 2, 3.

From the bounds in these two observations, our inequality with the tightest
upper bound is

2
k
√
3M ≤ r1 + r2 ≤ k

√
|2M + 1− 2

M
|k + 2|M +

M

M + 1
|k

(This is our limiting inequality, and note M > 2). For minimizing k, we solve
the equation

k

√
|2M + 1− 2

M
|k + 2|M +

M

M + 1
|k − 2

k
√
3M > 0

and obtain M ≈ 4 and k ≥ 18.121. Therefore Kallin’s counterexample works
for degree k ≥ 18.121.
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7.2 Attempting to bound the degree from below

A natural direction to bound the degree further is to see for which degrees the
collection of three disjoint GSEs is always polynomially convex. To do this, we
attempted to use Kallin’s method of finding a polynomial to apply the separation
lemma. However, this fails for all k > 2. Consider the case when k = 3. Let the
polynomial be the natural one: f = z31 + z32 such that |f(S1)| ≤ 1 where S1 is
the unit GSE of degree 3. In Kallin’s paper, she proves a lemma to show that
the polynomial z21 + z

2
2 separates one sphere from the other two. The analogous

statement for k = 3 would be:

Statement 1. Re(z31 + z32) > 1 on the set {z ∈ C2 : |z1 − α|3 + |z2 − β|3 ≤ r3}
if α3+β3 > (1+r)3, α, β positive real and r ≤ 1. Thus also Re(Θ(z31 +z

3
2)) > 1

on {z ∈ C2 : |z1 − γ|3 + |z2|3 ≤ t3} if |γ| > 1 + t, t ≤ 1 and Θ = |γ|3/γ3.

However, this statement is false. To see how it fails, let α = β = 3
√
4,

x1 ≈ 0.3449870, y2 ≈ 0.7132448, x2 ≈ 0.345348, and y2 ≈ −0.6994210 (where
zi = xi + iyi for i = 1, 2). Then |z31 + z32 | < 1, so that this point is contained
inside the unit GSE of degree 3.

The same failure also occurs for any 2 < k < 19 as the natural polynomial
f(z) = zk1 + zk2 also fails to satisfy the analogous condition:

Statement 2. Re(zk1 +z
k
2 ) > 1 on the set {z ∈ C2 : |z1−α|k+ |z2−β|k ≤ rk} if

αk + βk > (1 + r)k, α, β positive real and r ≤ 1. Thus also Re(Θ(zk1 + zk2 )) > 1
on {z ∈ C2 : |z1 − γ|k + |z2|k ≤ tk} if |γ| > 1 + t, t ≤ 1 and Θ = |γ|k/γk.

as one can easily check for points that are contained in the unit GSE of
degree k. Therefore, the natural polynomial fails to separate one GSE from the
other two, so Kallin’s three spheres method cannot be applied.

7.3 Attempting to improve the bound in higher dimen-
sions

Another reasonable idea to refine the bound in Section 7.1 is to look in dimen-
sions higher than C3. The surface we used from Kallin seems to be optimal in
C3, since its ”directions to infinity” are the coordinate axes of C3 and there is no
way to make them ”further apart.” However, in higher dimensions, where there
are more possibilities for ”directions to infinity,” it may be possible to create a
surface in which its ”directions to infinity” are ”farther apart” in some sense.

To make this idea precise, we need to define the appropriate metric on com-
plex projective space. Intuitively, we propose the following ”natural” metric to
be the correct one.

Definition 5. Noting that CPn = S2n+1/S1, the Fubini-Study metric on CPn

is the metric induced by the ”round metric” on S2n+1, i.e. the restriction of the
standard Euclidean metric onto the unit hypersphere.

Unfortunately, the Fubini-Study metric tells us that our idea of creating a
surface with three ”directions to infinity” (three points at infinity in CPn) that
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are ”farther apart” than the three coordinate axes is not possible, even in higher
dimensions. This fact arises from the following lemma.

Lemma 14. Using the Fubini-Study metric in CPn, two points at infinity are
the maximum distance apart if and only if they are of the form [Z1 : Z2 : ... :
Zn : 0] with two Zi being equal to 1 and the rest of the Zi being equal to zero.

Proof. Given two points ψ, ϕ ∈ CPn, using the Fubini-Study metric, one can
derive that the distance between them (length of geodesic) is

γ(ψ, ϕ) = arccos

√
⟨ψ̃, ϕ̃⟩

where ⟨ψ̃, ϕ̃⟩ denotes the Hermitian inner product of ψ and ϕ lifted from CPn to
Cn+1. Over all ψ, ϕ, this clearly obtains its maximum when ⟨ψ̃, ϕ̃⟩ = 0. If ψ, ϕ
must be points at infinity, then they must be of the form given in the lemma.

Corollary 15. To find m points at infinity that maximizes the minimum of
their pairwise distances in CPn using the Fubini-Study metric (with m ≤ n),
the points are of the same form in the lemma above.

In particular, points in CPn of the form given in the lemma correspond to
”points at infinity” in the direction of the coordinate axes in affine Cn. This tells
us that to maximize the minimum of the pairwise distances from three points at
infinity in CPn, we cannot do better than three coordinate axes. Effectively, we
can reduce the case of finding counterexamples in higher dimensions to finding
counterexamples in C3.

However, there is still one caveat to this conclusion. Although the Fubini-
Study metric feels like the natural metric to use to measure distances between
”points at infinity,” we have yet to prove that it is indeed the correct one for our
problem regarding polynomial convexity. Therefore, we cannot conclude any-
thing concrete regarding whether our bound on the exponent can be improved
in higher dimensions. But based on our intuition of Fubini-Study being the
correct notion of distance, this idea does not seem too viable.

8 Conclusion

Although the conventional notion of convexity is easily characterized, the same
is clearly not true of polynomial convexity. In this report, we explored the poly-
nomial convexity of disjoint collections of some simple convex shapes. We elabo-
rated on Kallin’s [1] results for collections of spheres and axis-aligned polydisks,
then considered filling in missing spaces in this family of results. The four-
sphere case is a long-standing open problem, and while we were able to make
some conceptual progress on polydisks in C2, it ultimately proved a difficult
problem.

We thus turned to two other generalizations: ellipsoids (reducing the sym-
metry inherent in the sphere case) and (symmetric) GSEs, which acted as a
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continuous deformation between the known three-spheres and three-polydisks
cases. We found some bounds on the degrees of the GSEs required to create
polynomially nonconvex sets, but there is a distinct possibility that the bound
can be lowered further.
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A Simulation of Linear Separation

The following Mathematica/Wolfram Language code creates a Manipulate that
allows the user to apply linear separation polynomials to a pre-determined set
of polydisks.

• This simulation was built originally for tuning certain parameters in a
variety, so the parameter r controls two things in tandem: The distance
from the origin at which the disk centers lie (which is the actual number
r corresponds to), and in tandem the radius of the circles (larger r means
smaller circle radius).

• Setting λ = 0 gives the z1-projection of the chosen polydisks, while setting
λ = 1 with θ = 0 gives the z2-projection of the chosen polydisks.

• The produced output is the image of the polydisks under the polynomial

(1− λ)z1 + λe2πiθz2.

That is, it is an averaging of the z1-projection with the z2-projection, with
λ representing the relative weights of the two projections and θ applying
a rotational factor to the z2-projection relative to the z1-projection.

Notice that this covers all possible linear polynomials up to translation,
rotation, and scaling.

• The simulation works primarily because the sum of two disks is a disk.

Manipulate[

Graphics[{

(*Circle 1*)

Style[

Circle[(1 - \[Lambda]) ReIm[(r/2) Exp[

2 Pi I (0)]] + \[Lambda] ReIm[(r/2) Exp[2 Pi I (1/4)]*

Exp[2 Pi I \[Theta]]], Sqrt[1 - (r/2)^2]], Red],

(*Circle 2*)

Style[

Circle[(1 - \[Lambda]) ReIm[(r/2) Exp[

2 Pi I (1/8)]] + \[Lambda] ReIm[(r/2) Exp[2 Pi I (0)]*

Exp[2 Pi I \[Theta]]], Sqrt[1 - (r/2)^2]], Orange],

(*Circle 3*)

Style[

Circle[(1 - \[Lambda]) ReIm[(r/2) Exp[

2 Pi I (1/4)]] + \[Lambda] ReIm[(r/2) Exp[2 Pi I (3/8)]*

Exp[2 Pi I \[Theta]]], Sqrt[1 - (r/2)^2]], Green],

(*Circle 4*)

Style[

Circle[(1 - \[Lambda]) ReIm[(r/2) Exp[

2 Pi I (3/8)]] + \[Lambda] ReIm[(r/2) Exp[2 Pi I (1/8)]*
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Exp[2 Pi I \[Theta]]], Sqrt[1 - (r/2)^2]], Blue]

},

Axes -> True, PlotRange -> {{-3, 3}, {-3, 3}}

],

{{\[Lambda], 1/2}, 0, 1},

{{\[Theta], 0}, 0, 1},

{{r, 2}, 0, 2}]

Sanity checks:

1. The initial output of the code will show only four dots. Decrease r to get
circles.

2. You should be able to reproduce the images in the paper. All of these use
r = 1.8, together with:

• λ = 0

• λ = 1, θ = 0

• λ = 0.57, θ = 0.27

• λ = 0.3, θ = 0.

3. Setting r = 1.7, you should be able to verify visually that no values of λ
and θ can separate the resulting polydisks.

B Code for visualizing variety boundaries

The following code visualizes the z1- and z2-projections of the intersection of the
specified variety with the (3-real-dimensional) boundary of theM ×M polydisk
centered at the origin.

More specifically, it computes the intersection of the variety with the “hy-
percylinders” |z2| = M and |z1| = M , then takes the z1- and z2-projecions,
respectively, of the results. It also plots a red circle of radius M , so strictly
speaking if we are considering the boundary of the polydisk only, that is the
portion inside the circle, which is the intersection with |z2| = M, |z1| ≤ M and
|z1| =M, |z2| ≤M , respectively.

In addition, it parameterizes the circles given by |zi| = M by a parameter
t, and plots the corresponding points in that projection, so it is possible to
trace the boundary paths within the projections. The red dot serves as a visual
indication of the argument.

To figure out the actual boundary projections requires tracing how the paths
jump between parts of the boundary. To do this, pick a black dot, trace it’s path
inside the red circle in one projection, then when it is about to leave the red
circle, go to the other projection and adjust the argument t so that the red dot
there matches the traced black dot’s position. Another black dot should be on
the boundary at this point in that projection, so repeat the process. Notice that
as you follow the black dot, the red dot in the second projection will trace out
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a line along the red circle. This corresponds to the path in the first projection,
which will be along the red circle there. In this way, you should be able to trace
out a closed loop in both projections.

Examples of varieties that have been tried so far (and haven’t worked) in-
clude:

1. z1z2(z1 + z2)(z1 − z2) − c, for c a constant, and those of similar flavor.
These generally don’t work because one of the boundaries lies entirely
inside one of the boundary components, meaning that in one projection,
the necessary disk contains everything else.

2. More generally, varieties of the form “product of four linear factors equals
a constant,” which allows me to specify exactly which four Riemann
spheres/complex planes we want the variety to be asymptotic to. These
tend to fail at Step 3 or 4 in the construction process. A particular exam-
ple is the (not quite smooth, but easily smoothable) variety

(d1z1 + d3z2 − 1)(d2z1 + d1z2 − 1)(d3z1 + d4z2 − 1)(d4z1 + d2z2 − 1) = 0

with dj = (1.8) exp(2πij/8).

3. Other random polynomials. It appears that the construction only pro-
duces four distinct loops if the polynomial is degree-4 in both z1 and z2.

(*Choose the radius and variety*)

M = (*Positive real*);

variety = ((*Polynomial*) == 0);

(*Solve for z1 in terms of z2, and parameterize by the z2-circle of \

radius M*)

z1expr =

ReIm /@ ((Solve[variety, z1] // Flatten // Values) /. {z2 ->

M Exp[2 Pi I t]});

(*Solve for z2 in terms of z1, and parameterize by the z1-circle of \

radius M*)

z2expr =

ReIm /@ ((Solve[variety, z2] // Flatten // Values) /. {z1 ->

M Exp[2 Pi I t]});

(*Circle for transition jumps*)

redcircle = Graphics[Style[Circle[{0, 0}, M], Red]];

(*Create Plots of the Parameterized sols*)

z1IntPlot =

ParametricPlot[z1expr, {t, 0, 1}, PlotRange -> {{-5, 5}, {-5, 5}},

AspectRatio -> 1, PlotHighlighting -> None];

z2IntPlot =

ParametricPlot[z2expr, {t, 0, 1}, PlotRange -> {{-5, 5}, {-5, 5}},

AspectRatio -> 1, PlotHighlighting -> None];
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Row[{

With[{z1expr = z1expr},

Manipulate[

Show[z1IntPlot, redcircle,

Graphics[{Style[Point[ReIm[M Exp[2 Pi I t]]], Red,

PointSize[Large]], Point[z1expr]}]]

, {t, 0, 1}]

]

,

With[{z2expr = z2expr},

Manipulate[

Show[z2IntPlot, redcircle,

Graphics[{Style[Point[ReIm[M Exp[2 Pi I t]]], Red,

PointSize[Large]], Point[z2expr]}]],

{t, 0, 1}]

]

}]
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